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Abstract — The introduction of SDN in large-scale P provider

networks is still an open issue and different solitins have been
suggested so far. In this paper we propose a hybridpproach

allowing the coexistence of traditional IP routing with SDN

based forwarding within the same provider domain. Thesolution

is called OSHI — Open Source Hybrid IP/SDN networkig as we
have fully implemented it combining and extending Opn Source
software. We discuss the OSHI system architecture dnthe

design and implementation of advanced services lik€seudo
Wires and Virtual Switches. Moreover we designed ah
implemented a set of Open Source management tools ftine

emulation of the proposed solution over the Mininetemulator

and over distributed testbeds. We refer to this st of tools as
Mantoo (Management tools). Mantoo includes an exteible web-
based graphical topology designer providing differset layered

network “views” (e.g. from physical links to servicerelationships
among nodes). The framework is able to validate a tapogy, to
automatically deploy it over a Mininet emulator or adistributed

SDN testbed, to access nodes by opening consolesdlly via the

web GUI. Finally, Mantoo provides tools for evaluaing the
performance of the deployed solution.

Keywords - Software Defined Networking, Open Source,
Network management tools, Emulation.
I.  INTRODUCTION

Software Defined Networking (SDN) [1] [2] is propsb as
the new paradigm for networking that may drastjcallange
the way IP networks are run today. Important appiens

have been found in Data Centers and in corporat@igam

scenarios and there have been several proposassdedng

reference implementation complemented with a rieh of
services and management tools.

The introduction of SDN in wide area ISP networks
requires solving critical issues, such as:

- how to provide the scalability and fault tolerance
required in operators’ environments;

- how to cope with the high latency in the contrarp
(due to a geographically distributed deployment).

Let us consider two key aspects in the resolutibthe
above issues: (i) design, implementation and tgsth a
solution; (ii) evaluation of a solution and compgan of
different ones. As for (i), the development andibgsof a
solution ideally requires the availability of adarscale test
network with real hardware nodes on which to deptoy
solution. This is clearly an expensive approachjclvhs
typically not feasible either for a researcher or fesearch
entities. As for (ii), the evaluation of a solutidand the
comparison among different ones) is a complex taskt of
all the functional properties of the solution netm be
assessed: what services can be offered to thencestoand
what management tools will be available to the iserv
provider itself. Then, several non-functional pndijgs need
to be evaluated, from quantitative properties likede
performances in processing packets/flows, to catali
properties that are more difficult to assess, [tketwork
scalability” or “easiness to deploy new services”.

In order to support both the development/testingeets
and the evaluation/comparison it is fundamentahéwve a

SDN applicability in wide area IP networks of large realistic emulator platform. The platform shoulddagable to

providers. Currently, these geographical area nédsvare
mostly run with a combination of IP and MPLS teclogges.
We observe that IP/MPLS control and forwarding pehave
been optimized in the years and are capable toatgpem
large-scale carrier networks, while SDN technoldggs not
reached the same maturity level. The advantagetaducing
SDN technology in a carrier grade IP backbone isrelated
to performance improvements. We rather believe that
openness of the SDN approach eliminates the need
complex distributed control planes architecturethvalosed
implementations and difficult interoperability, fi@ates the
development of new services and fosters innovatitime
importance of Open Source in SDN is highlighted3hand
the rising interest on white box networking [4] @ioms its
relevance in current and near future networkingare

Taking the openness as the main driver for movimg t

SDN, the scientific and technological question “wisthe
best way to introduce SDN in large-scale IP SerPicaviders
(ISP) networks?” is definitely still open and difat

solutions have been proposed. The OSHI (Open Source

Hybrid IP/SDN) networking architecture, first inthaced in
[5], addresses the above question, providing amCGmurce

scale up to hundreds of nodes and links, reprewprn 1P
carrier network at a reasonably large scale. Paifay
experiments should be affordable also for reseaaod
academic teams, not only for corporate develogérsrefore
we advocate the need of an Open Source referende no
implementation and of an Open Source emulatiorfgotat
On top of the platform the researcher/developenishbe
able to design and deploy services with a mininfiare The
filanagement of these emulation platforms and this oo
setting up and controlling experiments are also-tnioral
problems, which is why we propose an Open Sourtefse
tools called Mantoo_(Management tools).
The main contributions of this paper are:
1. Design of a hybrid IP/SDN architecture called Open
Source Hybrid IP/SDN (OSHI).
2. Design and implementation of a hybrid IP/SDN node
made of Open Source components.
3. Mantoo, a set of management tools to deploy andhes

OSHI framework and services on Mininet emulator and

on distributed SDN testbeds



4. Evaluation of some Key Performance Indicators (KPIscontrol plane architectures that do not leave sphwe

of the proposed architecture and its implementation
The paper is structured as follows: in section & gescribe
the scenarios related to the introduction of SDNFirService
Providers networks and the state of the art of lami
solutions; in section Il we define the main corntsepf the
proposed hybrid IP/SDN networking architecture;tiseclV
provides a detailed description of the OSHI
implementation and of the services that such atisolwcan
offer, it also identifies some limitations of cumte SDN

ecosystem and propose the needed extensions; rseétio

describes the Mantoo suite, that allows to degigpjoy and
control experimental topologies in a local emulgtdininet)

or on distributed testbeds, supporting the coltectiof

performance measurements; section VI provides atluation
of some performance aspects; in section VIl we dsame
conclusions and highlight how we are porting OSKEro
white box switches, potentially stepping from expents to
production networks.

The source code of all the components of the OSiden
prototypes and of the Mantoo suite is freely avddlaat [6].
In order to ease the initial environment setuprgténg has
also been packaged in a ready-to-go virtual machivith
pre-designed example topologies up to 60 nodegh&doest
of our knowledge, there is no such hybrid IP/SDNdeno
available as Open Source software, nor an emulatatform
with a set of management tools like the Mantooesuit

Il.  SDNAPPLICABILITY IN |P PROVIDERSNETWORKS

SDN is based on the separation of the network obatrd
forwarding planes. An external SDN controller
(dynamically) inject rules in SDN capable nodescérding
to these rules the SDN nodes perform packet ingpect
manipulation and forwarding, operating on packetdegs at
different levels of the protocol stack.

We focus on SDN applicability in IP Service Provile
networks. Figure 1 shows a reference scenario, avisimgle
IP provider interconnected with other providersngsithe
BGP routing protocol. Within the provider network itra-
domain routing protocol like OSPF is used. The pter
offers Internet access to its customers, as wellother
transport services (e.g. layer 2 connectivity sswior more
in general VPNs - Virtual Private Networks). Usitige
terminology borrowed by IP/MPLS networks, the po®ri

nodes

can

introducing innovation in an open manner. As a eraif fact,

in case of complex services involving the MPLS coint
plane, IP Service Providers rely on single-vendautns.
The management of large-scale IP/MPLS networkpgcafly
based on proprietary (and expensive) managemens, too
which - again - constitute a barrier to the innawat

Let us consider the migration of a Service Provider
network, based on IP/MPLS, to SDN. CR and PE routers
could be replaced by SDN capable switches, on taphich

the provider can realize advanced and innovativeicss.
The migration paths should foresee the coexistendE and
SDN based services, in a hybrid IP/SDN scenarigefrdbling
the current coexistence of IP and MPLS). Accordioghe
taxonomy defined in [7], this approach can be diaskas
“Service-Based” or “Class-Based” Hybrid SDN (depending
on how the IP and SDN based services are combiieth)is
migration scenario a set of hybrid IP/SDN nodescagable

of acting as plain IP routers (running the legayrbuting
protocols), as well as SDN capable nodes, undecahtol of
SDN controllers.

CE Peering with
other providers

Peering
PEs  with other
roviders

pe—

3
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Switch
e ==
=== —_—
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Figure 1. Reference scenario: an IP provider network

A. Sate of the art

Pure SDN solutions based on L2 switches inter-cctede
with a centralized controller have been demondiratgth in
data-centers and in geographically distributed aete
networks, such as OFELIA [8] in EU, GENI [9] anddmet2
[10][11] in US. To the best of our knowledge, theséutions
do not integrate L3 routing within the SDN capalil2
switches. We argue that an ISP network requiresoaem
sophisticated approach that can natively interwath legacy

network includes a set of Core Routers (CR) and Peovid P routers and IP routing protocols. As stated7ih & hybrid

Edge (PE) routers, interconnected either by pairgdint
links (Packet Over Sonet, Gigabit Ethernet, 10GBEat.by

SDN model that combines SDN and traditional archibes
may “sum their benefits while mitigating their restive

legacy switched LANs (and VLANS). The Customer Edgechallenges”. Some recent works address the hyBg8DN

(CE) router is the node in the customer network ected to
the provider network. Most often, an ISP integrakesIP and
MPLS technologies in its backbone. MPLS credtemels
(LSP — Label Switched Path) among routers. On aredh
this can be used to improve the forwarding of reguP
traffic providing: i) traffic engineering, ii) fatiprotection iii)
no need to distribute the full BGP routing table ifra-
domain transit routers. On the other hand, MPLS\¢ig1are
used to offer VPNs and layer 2 connectivity servide
customers. In any case, the commercial
implementations are based on traditional (vendokéd)

networking from different perspectives.

In [12] the authors presented an Open Source Label
Switching Router that generates OSPF and LDP packétg
Quagga. The node computes the MPLS labels thathere
installed in the switches using the OpenFlow (OFtqxol.
This architecture does not exploit a logically calited
controller. Instead, it considers a traditionatmilisited control
plane, while it uses OF only locally in a node yachronize
the FIBs and to program the data plane.

MPLS RouteFlow [13] creates a simulated network made of

virtual routers at the top of a SDN controller. Té$imulated



network is a copy of the physical one. The congrolises the
BGP protocol to interact with routers of neighbomiins
and it simulates intra domain protocols (OSPF, Sp-I
between the virtual routers. A traditional IP rogtiengine
(Quagga [14]) computes the routing tables thateaentually
installed into the physical nodes via the OF protodhe

packet flow is very broad and it can range frommiero-flow
i.e. a specific TCP connection between two hosta,nacro-
flow e.g. all the traffic directed towards a given Ubrset. As
highlighted before, a flow can be classified loakiat the
headers at different protocol levels.

We address the definition of the hybrid IP/SDN rakv

Cardigan project [15] is based on a fork of RouteFlowby considering: i) mechanisms for the coexisteniceegular

Cardigan realized a distributed router based on Rdmte
concepts and deployed it in a public Internet ergea
showing the applicability of SDN/OpenFlow in a puotion
context. The “SDN-IP” solution proposed in [16] lfals
similar principles. It is based on the ONOS SDN toalter
[17] and it also interacts with external domaingngsBGP.

IP traffic and SBPs; ii) the set of services that ba offered
using the SBPs; iii) ingress traffic classificatiand tunneling
mechanisms.

Let us consider the coexistence of regular IP itradhd
SDN based paths on the links between hybrid IP/$Dtks.
A SDN approach offers a great flexibility, enablinbe

Differently from RouteFlow, the controller does not classification of the packets through a “cross4agpproach,

instantiates virtual routers to simulate the exgeanof intra
domain routing protocols, but it centralizes thetimg logic
for better efficiency.

Compared with these works, our solution assumestiieat
physical nodes still deal with basic IP routingjgtachieving
fault-tolerance based on standard IP routing ansieea
interoperability with non-OF devices in the corawmrk. On
top of the basic routing, the SDN/OpenFlow con&olitan
instruct the hybrid IP/SDN nodes to perform SDN dohs
forwarding for specific traffic flows. This idea slupporting
such hybrid nodes is already included in the OpmnFI
specifications since the first version of the poolo Two
types of devices are considered: OF-only and OFRittyb
which can support both OF processing and stand&rd3L
functionalities (in OpenFlow version 1.0 the tern®F-
enabled” was used instead of “OF-hybrid”). Currentinly
proprietary hardware switches implement the hybpgroach
offering also L3 standard routing capabilities.
represents a fully Open Source OF-hybrid solutiesighed
to be flexible and scalable, so as to facilitatpezimentation
on hybrid IP/SDN networks at large scale.

The Google B4 WAN [18] is an integrated hybrid IPN6D
solution, and it has likely been the first applicat of the
SDN approach to a large-scale WAN scenario. In Bde
solution the traditional distributed routing protde coexist
with an SDN/OpenFlow approach. In particular, theVBAN
sites are interconnected with traditional routimgl he SDN-
based centralized Traffic Engineering solution épldyed as
an overlay on top of basic routing. Google B4 solutis
proprietary and it is highly tailored to the neeadfs their
specific scenario. On the other hand, OSHI is desigas a
generic and open solution for hybrid IP/SDN netvgork

I1l. PROPOSEDHYBRID IP/SDNARCHITECTURE
In the IP/MPLS architecture there is a clear notiérihe

OSH

by considering packet headers at different protdeskls
(MPLS, VLANSs, Q-in-Q, Mac-in-Mac and so on). Theyed
it is possible to specify a set of conditions tfiedentiate the
packets to be delivered to the IP forwarding endioen the
ones that belong to SBPs. In general, these conditt@n
refer to different protocol headers and can behenform of
white- or black- lists, changing dynamically, iftare by
interface. This flexibility may turn into high conexity.
Therefore, the risk of misconfigurations and rogtierrors
should be properly taken into account (see [19]jthwt
preventing the possibility to operate additionalctranisms
for the coexistence of IP and SDN services in aridyb
IP/SDN network, we propose MPLS tagging as theepreél
choice and VLAN tagging as a sub-optimal choice.hBot
solutions have been implemented in our platform.

Let us now consider the services and the featinagscan
be offered by a hybrid IP/SDN network. As primary
requirements we assume three main services/furadiiies:
(i) virtual private networks (Layer 2 and Layer 8)) traffic
engineering, (iii) fast restoration mechanisms. étwer, the
architecture should facilitate the realization @wnservices
and the development of new forwarding paradigmg (fo
example Segment Routing [20]) without the need of
introducing complex and proprietary control planes.

As for the traffic classification, the ingress Pimed to
classify incoming packets and decide if they needbé
forwarded using regular IP routing or if they bejoto the
SBPs. The egress edge router will extract the tréffim the
SBPs and forward it to the appropriate destinatidfe
considered (and implemented in our platform) twprapches
for the ingress classification: i) classificatiorased on
physical access ports; ii) classification basedvaAN tags.
As the ingress classification is not a specifictdea of our
architecture, we did not consider other trafficssiéication,

e.g. based on MAC or IP source/destination addresses
However, these approaches can be easily implemented
without changing the other components.

MPLS tunnels, called Label Switched Paths (LSRsx SDN
network several types of tunnels or - more genbyica
network paths can be created, leveraging on the ability of  Finally, we considered a VLAN based tunneling
SDN capable nodes to classify traffic based onouarifields  mechanisms and two MPLS based tunneling mechanisms:
such as MAC or IP addresses, VLAN tags and MPLSI$abe plain IP over MPLS ([21], here referred to as IPd\8P and
Since there is not a standard established termggdior such  Ethernet over MPLS (EoMPLS [22] [23]). Differentrsiees
concept, we will refer to these paths #3N Based Paths  are supported by these tunneling mechanisms: thEIFRS
(SBP). A SBP is a ‘“virtual circuit” setup using SDN and the VLAN based tunneling only support the res&yP
technology to forward a specifipacket flow between two and ARP packets between two IP end points. We teftfis
end-points across a set of SDN capable nodes. thennof  service as IP Virtual Leased Line (IP VLL). The EBMS



tunneling mechanism can support the relaying oftrary
layer 2 packets, providing the so called PseudeWRW)
service [22].

IV. DETAILED DESIGN OF THEHYBRID IP/SDNSOLUTION

In this section we present the detailed design ted
implementation of the proposed architecture. Weerdles the
Open Source tools that we have integrated and Hmiv t
practical limitations have been taken into accdardeliver a
working prototype. We will first introduce the higlevel
architecture of an OSHI node (IV.A) and the bagcviges
we provide (IP Virtual Leased Line and Pseudo-wifg¢sB).
Then we describe the two different options of usiigAN
tags or MPLS labels to realize SDN Based Paths (SBfs)
to support the coexistence between IP based fomgiahd
SBP forwarding. As we will show, the design of thé I\
based option has been more challenging and thétingsu
implementation is more complex. In part this is dige
inherent limitation of OpenFlow architecture, inrppto the

our implementation to consider the mirroring of tRerouting
table into the OFCS table, but this is left outw@sife work.

An initial configuration of the OFCS tables is negde
connect the physical interfaces and the virtuadrfaces, in
order to support the OFCS-to-SDN-controller commaitida
and some specific SDN procedures (for example téopa
Layer 2 topology discovery in the SDN controlled).Local
Management Entity (LME) in the OSHI node takes cafre
these tasks. In our setup, it is possible to uséiraband”
approach for OFCS-to-SDN-controller communicatiom, i
using the regular IP routing/forwarding and avoidthe need
of a separate out-of-band network. Further detaild the
block diagram of the control plane architectur®©&HI nodes
are reported in [25].

B. OHI basic services: |P VLL and PW

We designed and implemented two basic serviceseto b

offered by the hybrid IP/SDN networks: the IP “Vial
Leased Line” (IP VLL) and the Layer 2 “Pseudo-wi(@W)

shortcomings of the Open Source tools that we havéee Figure 3. Both services are offered betweerpeirds in

integrated.
A. OHI High Level Node Architecture

Provider Edge routers, the end-points can be aigdlyer
logical port (i.e. a VLAN on a physical port) ofetlPE router
connected to a Customer Edge (CE). The intercororedsi

We designed our Open Source Hybrid IP/SDN (OSHlyealized in the core hybrid IP/SDN network with &BP
node combining an OpenFlow Capable Switch (OFCS)Pan using VLAN tags or MPLS labels.

forwarding engine and an IP routing daemon. ThenBfmev
Capable Switch is connected to the set of physieavaork
interfaces belonging to the integrated IP/SDN nekwarhile
the IP forwarding engine is connected to a setl€O virtual
ports, as shown in Figure 2. In our OSHI node, @CS
component is implemented using Open vSwitch (O\&5},[
the IP forwarding engine is the Linux kernel IPvmetking
and Quagga [14] acts as the routing daemon.

IP Routing Daemon
(Quagga)

IP Forwarding Engine — IP FE
(Linux networking)

Local
Management
Entity (LME)

| Il B [ Virtual ports

OF Capable Switch - OFCS
(Open vSwitch)

le - —

Physical
interfaces

Figure 2. OSHI Hybrid IP/SDN node architecture

The internal virtual ports that interconnect theG3with
the IP forwarding engine are realized using therthé4l Port”
feature offered by Open vSwitch. Each virtual past
connected to a physical port of the IP/SDN netwaik that
the IP routing engine can reason in term of thaalrports,
ignoring the physical ones. The OFCS differentiaemong

IP Virtual Leased Line

10.0.0.0/24
only IP & ARP

10.0.0.0/24

Vv

L ’ w w (1) F
PEK\\_cf VLAN/MPLS label switchi By
. o abel switc
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W 4 (1) [ W

e 4 i ‘ ’1\
PE™—_ MPLS label switchin ¢ 10.0.0.224

10.0.0.1724
CE CE

Figure 3.IP VLL and PW services

The IP VLL service guarantees to the IP end-pdiotbe
directly interconnected as if they were in the sdftigernet
LAN and sending each other IP and ARP packets. ftois

regular IP packets and packets belonging to SDN dasemeant to allow the served SBP end-points to sendtepsc

Paths. By default, it forwards the regular IP paskeitm the
physical ports to the virtual ports, so that thegn cbe
processed by the IP forwarding engine, controllgdhe IP
routing daemon. This approach avoids the needaoslating
the IP routing table into SDN rules to be pushethenOFCS
table, at the price of a small performance degraddor the
packets that needs to be forwarded at IP levefadh these
packets cross the OFCS switch twice. It is posgiblextend

with arbitrary Ethertype (e.g. including VLAN padkg We
implemented the IP VLL service both using VLAN teaysd
MPLS tags. In both cases the original source arstirggion
MAC addresses, shown as “C” (for Customer) in thedbesa
of the packets in Figure 3, are preserved in thesit along
the network core. This may cause problems if legh2y
switches are used to interconnect OSHI nodes, ftivereur
implementation of IP VLL service can only work il adge
and core nodes are OSHI capable and are connecteach



other, without legacy intermediate switches in lem In  end-point). For the tagged traffic, the incomingssiification
principle, one could implement MAC address rewritingrelies on the VLAN handling of the Linux networkingach
replacing the customer addresses with the addresfsdee  VLAN tag x can be mapped to a virtual interfaceOeththat

ingress and egress PEs or on a hop-by-hop caseisTither
complex to realize and to manage, because the ssguxe
should restore the original addresses,
information per each SBP, so we did not follow thypgion.

The PW service is also known as “Pseudowire Enonati
Edge to Edge” (PWE3), described in RFC 3985 [22]. Ftié
service provides a fully transparent cable replagrservice:
the endpoints can send packets with an arbitraherBtpe
(e.g. including VLAN, Q-in-Q). We implemented theAP
service only using MPLS tags. The customer Ethgpaeket
is tunneled into an MPLS packet as shown in Figur&his
approach solves the interworking issues with lega&y
networks related to customer MAC addresses expasute
core.

C. OHI - VLAN based approach

1) Coexistence mechanisms

Two coexistence mechanisms have been designed:
Tagged coexistence, in which the IP traffic is transported with

a specific VLAN tag, while SBPs use different VLABDS; ii)
Untagged coexistence, in which the IP traffic travels

“untagged” and SBPs use VLAN tags. Both mechanisms ca

interwork with existing legacy VLANSs, as long assat of
tags is reserved for our use on each physical sllibkgand
this is needed only if the link between two routahseady
runs on a VLAN). As for the implementation of casrince
mechanisms we used the multiple tables functigndlithas
been introduced with OF v1.1, but it is possiblestoulate it
using OF v1.0 with the so-called “Nicira extensibn#é/e
have initially leveraged the Nicira extensions ierpkntation
in Open vSwitch and then we migrated to standardtipie
tables when their support has been included in Qsvitch.
For Untagged coexistence, the incoming untagged traffic will
be directed to a virtual port (toward the IP fordiag engine),
while incoming tagged traffic will be switched tophysical
outgoing port, according to the configuration ot t8BPs
(VLAN tag can be switched appropriately). Faeagged
coexistence, incoming traffic tagged with a specific VLAN
tag for regular IP traffic will be directed to artual port
(toward the IP forwarding engine), while the traffagged
with the other VLAN tags will be switched to a pioa port,
according to the configuration of the SBPs (VLAN tamn be
switched appropriately). The details are repontej@5].

2) Ingress classification and tunneling mechanisms

As for the ingress classification functionalityarProvider
Edge router, we use the input port to classify ggea traffic

asregular IP traffic or as belonging to the end-point of a

VLL. For the VLAN tagged traffic entering in a phyal port
of a PE router, each VLAN tag can be individuallgpped to
a VLL end point or assigned to regular IP trafficor the

will simply appear as an additional physical pdrthee OFCS.
The IP VLL service is realized with an SBP that sivis

needinge staV/LAN tags between two end-points (in both direc§priThis

has a severe scalability issue, as the number of 8BR: link
is limited to 4096. Moreover, if legacy VLAN sereis are
implemented on the links among the OSHI nodesVib&N
label space needs to be partitioned between the SBiPthe
legacy VLAN services. This reduces the maximum nemnds
SBPs available on a link may drastically complicéte
service management process.

We have implemented the IP VLL service using a VLAN
based approach on top of the Floodlight control&]. In
particular, the SBPs are setup using a python tscafied
VLLPusher. The script uses the Topology REST APthef
Floodlight controller in order to retrieve the reuthat
interconnects the VLL end-points. The script altesathe
VLAN tags and then uses the Static Flow Pusher REBIT
q:)‘ Floodlight in order to set the rules for packetwarding
and VLAN tag switching.

3) Requirements on protocol and tools versions

The proposed implementation of the VLAN based
approach only requires OpenFlow 1.0 compliance ha t
controller. On the OFCS side, it requires the suppor
multiple tables, which have only been introducedOi 1.1
but can be emulated using the proprietary “NiciteBsions”.
In fact, the Local Management Entity uses the rpldttable
features for the initial configuration of the OFG&hile the
run-time rules injected by the controller use OFOv1n our
first implementation we relied on the Nicira extens
implemented in Open vSwitch, hence we were ablelease
a working prototype of a hybrid IP/SDN network ugsi@pen
Source components in May 2014.

D. OSHI - MPLS based approach

In this subsection we illustrate the MPLS based@ggh.
With respect to the VLAN based solution, this apmto
extends the functionality and the services offdrngthe OSHI
networks, solving the scalability issues (in tewhsumber of
SBPs that can be supported on each link) coming fitzen
former solution. The use of MPLS labels enables the
establishment of up to"2(more than 1% SBPs on each link.
We have implemented both IP VLL and PW serviceshwit
MPLS, in both cases the MPLS solution does notrfiete
with VLANS that can potentially be used in the knlzetween
OSHI nodes.

1) Coexistence mechanisms

For the coexistence of regular IP service (besbreff
traffic) and SDN services (using SDN Based Paths)use
the Ethertype field of the L2 protocol. This copeads to one
of the mechanisms that can be used in the IP/MPb8em

untagged traffic, the implementation of the ingresseqiar 1P traffic is carried with IP Ethertype (B00), while

classification is realized within the OFCS of the HDS
Provider Edge nodes. By configuring rules in the SFZis
possible to map the untagged traffic on an ingmsssical
port to a virtual port (for regular IP) or to an SBBr a VLL

SBPs are carried with MPLS Ethertypes (0x8847 and
0x8848). Using OpenFlow multi-table functionalitgur
solution support the coexistence of IP and MPLS8itréypes,
as shown in Figure 4. Table O is used for reguRarARP,



LLDP, BLDP, etc., table 1 for the SBPs. In particulgable O
contains: i) two rules that forwards the traffic thvithe
Ethertypes 0x8847 (MPLS) and 0x8848 (Multicast MPL&
Table 1; ii) the set of rules that “bridge” the ploal
interfaces with Virtual Interfaces and vice vergatwo rules
that forward the LLDP and BLDP traffic to the corifeo.
Table 1 contains the set of rules that forward ghekets of
the SBPs according to the associated IP VLL or PWice
The coexistence in Table 0O is assured throughréiftelevels

of priority. The IP VLL service needs both the nile

associated to unicast and multicast MPLS Ethertyypere
below), while the PW service only needs a rule fmat the
unicast MPLS Ethertype.

Packet IN start at
table 0

ME
Match in
table 0?

Send to controller

MATCH1, actionl
MATCH2, action2
IMATCH3, action3
IMATCH4, actiond

Match in
table 1?

Execution
action set

GOTO table 1

MPLS, goto:1
MPLSM, goto:1
INPORT=1, output:2
INPORT=3, output:4

Ryu

Execution action
set

Figure 4. Packet processing in the OFCS flow tables

2) Ingress classification and tunneling mechanisms

As regards the ingress classification, the sameénaresms
described for the VLAN approach are reused:
classification can be either based on the physigait port or
on the incoming VLAN.

Let us analyze the tunneling mechanisms in the OSH

MPLS approach. Figure 5 shows the tunneling redilizg
OSHI-PE for the IP VLL service in the left half. @sds for
Customer, the ingress direction is from customercaoe,
egress refers to the opposite direction. This soiuborrows
the IPOMPLS approach, in which an MPLS label isheas
within an existing frame. In this case an inputegttet frame
carrying either an IP or an ARP packet, keeps itgiral
Ethernet header, shown as C-ETH in Figure 5. Ashene
already stated for the VLAN implementation of tie VLL,
this solution has the problem of exposing the austosource
and destination MAC addresses in the core. Moreavete
that the MPLS Ethertype (0x8847) overwrites thesgmg
Ethertype of the customer packets. This does rlowathe
distinction between IP and ARP packets at the egreds. A
solution would be to setup two different bidirect SBPs:
one for the IP and one for the ARP packets. In otdesave
label space and simplify the operation we prefetoecharry IP
packets with the MPLS Ethertype and to (ab)use ioast
MPLS Ethertype (0x8848) to carry the ARP packetsthWi
this approach, the same MPLS label can be reusdatiddwo
SBPs transporting IP and ARP packets between the sadie
points.

The “Ethernet over MPLS” (EOMPLS) encapsulation][23

represents the most efficient approach to impleniemtPW
service. As shown in Figure 5, EOMPLS encapsulabes
customer packet including its original Ethernetdezain an
MPLS packet to be carried in a newly generated rGtte
header. Unfortunately, we require a solution thah de

the Ingress

implemented using an Open Source switch and wedndé
to have a solution that can be fully controlled @genFlow.
The OpenFlow protocol and most OpenFlow capabléches
(including Open vSwitch that we are using for outptype)
do not natively support EOMPLS encapsulation and de
capsulation. A similar issue has been identified3g], in

which the authors propose to push an Ethernet hesiteg a
so called “input Packet Processing” (iPProc) fumttbefore
handing the packet to a logical OpenFlow capabiéchvthat

- in turn - will push the MPLS label. Obviously shiequires a
switch with an “input Packet Processing” functiaapable of
pushing an Ethernet header into an existing Ettigraeket.
Note that this process is not fully controlled wifipenFlow
protocol, as OpenFlow does not support the pusbingn

Ethernet header. We cannot directly follow this rapgh, as
Open vSwitch is not capable of pushing Ethernetléesa The
right half of Figure 5 shows the approach that vaeh
followed, relying on GRE encapsulation.
Provider and it indicates the headers added/rembyethe
PE. A packet in the PE is processed in four steipswn as il
to i4 in the ingress direction from the CE towars tore and
as el to e4 in the egress direction from the coveatd a
customer. The GRE encapsulation introduces an addliti
overhead (20 bytes for P-IP and 4 bytes for GRE&Es to
the standard EoMPLS, but it allowed us to rely ope®
Source off-the-shelf components.

IP VLL tunneling PW tunneling

Ingress

Q C-ETH @

GRE || C-ETH @

Egress
Egress

A
C-ETH

1
CETH | MPLS P-IP |GRE |:C—ETH
1
ia T T X
v v | P-ETH |MPLSI P-IP | GRE |,C—ETH @
1

EoMPLS encapsulation

‘ P-ETH | MPLS| C-ETH ‘

Figure 5. IP VLL and PW tunneling operations atRmnevider Edges. The
EoMPLS encapsulation format is shown as a reference.

The implementation of the proposed approach redudre
careful design, whose result is shown in FigureAénew
entity called ACcess Encapsulator (ACE) is introduged
order to deal with the GRE tunnel at the edges efpeudo
wire tunnel. The detailed design is further analyze
subsection IV.E.

With this approach it is possible to rewrite theesisource
and destination MAC addresses in the core OSHI mitveo
that they can match the actual addresses of thees@nd
destination interfaces on the OSHI IP/SDN routerhis
allows the support of legacy, Ethernet switchedwnets
among the OSHI IP/SDN routers, which can be an mapb
requirement for a smooth migration from existingwagks.

P stands for
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Figure 6. PW implementation in the OSHI node protetyp

Both the IP VLL and PW services are realized with SBP
that switches MPLS labels between two end-poimtsbth
directions). We used the Ryu [34] controller andpeld the
VLLPusher python script to perform the setup of S®Ps.
The script uses the Topology REST API of the Ryu rodier
in order to retrieve the shortest path that intenemts the
VLL end-points. It allocates the MPLS labels andrthuses
the Ofctl REST API to set the rules for packet famiag and
MPLS label switching. In the setup of a PW senttoe MAC
rewriting actions are added, using the addresséiseo©OSHI
nodes as the outer MAC addresses.

3) Requirements on protocol and tools versions

The MPLS solution needs at least OpenFlow v1.1ckvhi
makes possible to handle MPLS. Both the SDN cdetraihd
the SDN Capable Switch need to support at least QF v
(most controller and switches jumped from OF vb.@1.3).
Considering our tools, an Open vSwitch version caempl
with OF v1.3 has been released in summer 2014, ngaki
possible to start the implementation of the MPLSeoh
approach. As for the controller, we switched frolnoélight
to Ryu because as of June 2014, only the latteudiecl the
support for OF 1.3.

4) The Virtual Switch Service (VSS), also known as VPLS

The PW service can be used as a building block
creating more complex services, like for exampke \irtual
Switch Service (VSS). While a PW service instandddes
two layer 2 end-points, using the VSS service ao$etnd-
points can be transparently bridged into a virtagér2 switch
(see Figure 7). The ports of a VSS instance coorespo an
arbitrary set of ports of the Provider Edge nodéss service
is called Virtual Private LAN Service (VPLS) in RFGeL
[33]. A VSS provides the same VPLS service desdribeghe
RFC but its implementation is based on SDN and da@¢s n
exploit other control plane functionalities, thenef we
renamed it.

The VSS needs to relay upon the PW service, becau
using the IP VLL service the OSHI network does pratvide
a transparent forwarding of layer 2 packets. Th&\é8rvice
is built using PWSs that connect the end-pointsrte or more
“bridging points” in the OSHI network in which artuial
layer 2 switch instance is reserved to bridge tlaekets
coming from the PW.

A VSS instance is deployed in three steps: i) bndg
point selection; ii) bridging point deployment;)iibridging
point interconnection. In the first step, a pyttemmipt called
VSSelector retrieves the topology from the congérodind then

fo

chooses the OSHI nodes that will host the virtwatches. In
the second step according to the output of VSSwieibie
virtual switches are deployed as additional instanaf Open
vSwitch in the selected OSHI nodes (Virtual Bridgihgints
— VBP in Figure 9). The final step is the deploymehthe
PWs that will interconnect the CEs to the VBPs amdMBPs
among each other. We implemented two versions ef th
bridging point selection (first step above): i) optimized,; ii)
optimized. In the un-optimized version a single eod
randomly selected in the topology and used to dephe
virtual bridge. For the optimized version, we obserthat the
selection of an optimal internal topology to impkmha VSS
exactly corresponds to the Steiner tree probleni. [8%e
implemented the heuristic defined in [36] to finch a
approximate solution of the minimal Steiner treke, using
the tree topology obtained from the heuristic, aa$evirtual
switches is deployed only in the branching poiritthe tree.
These branching points are connected each othemithd
end-points with direct Pseudo Wires. In this wag packets
enters the Virtual Switches only in the branchiogngs.

a_——8
@#

v
Virtual Switch ~ Ne=
Service (VSS) - Virtual

Hybrid network
IP/SDN

Figure 7. Virtual Switch Service (VSS) in the OSiditwork

E. OSHI detailed node architecture

In order to support the PW and VSS services, the
grchitecture of an OSHI node needs to be more aompith
respect to the high level architecture shown inufgg2.
Figure 8 provides a representation of the propssédion for
the PE nodes. As discussed above, the difficult gathe
support of encapsulation and de-capsulation inQB&ll PE
nodes, for which we resorted to use GRE tunnels {see
right side of Figure 5). The different encapsulatiteps in the
ingress (i1-i4) and egress direction (el-e4) amesented
using the same numbering of Figure 5. The OF Capabl
Switch only handles the push/pop of MPLS labelsilevthe
ACE handles the GRE encapsulation. The ACE
implemented with a separate instance of Open v&witt

articular we have an ACE instance running in a rsg¢pa
frhux network namespace [30] for each customer. ¢amh
PW, the ACE has two ports: a “local” port facing tod the
CE locally connected to the PE node and a “remote® o
facing towards the remote side of the PW. The rerpott is
a GRE port provided by OVS, therefore the ACE reesithe
customer layer 2 packets on the local ports andss&RE
tunneled packets on the remote port (and vice-yeiEae
interconnection of OFCS ports and ACE ports (the eimdp
of the yellow pipes in Figure 8) are realized using concept
of Virtual Ethernet Pair [30] offered by the Linkernel.

is
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i1 Physical ports [A°2

Differently from the Virtual Port (shown on the higside
of Figure 8), the Virtual Ethernets are always agded in
pairs. In our case, for each PW two Virtual Ethépers are
needed, one pair is used to connect the CE p@FafS with
the local port of ACE, another pair to connect thmote port
of the ACE with the physical ports towards the reangitle of
the PW. Three virtual Ethernet endpoints are useghlain
switch ports (two belong to the OFCS, one to the AGHY
last one - on the ACE - is configured with an IPradd and it
is used as the endpoint of the GRE tunnel (Virtuahriel
Endpoint, i.e. VTEP). These IP addresses are nuitady
visible, but they have a local scope within thewwoek
namespaces associated to the customer within @lO@HI
nodes. This approach greatly simplifies the managenof
the services, as the same addresses for the GRE ¥aitBe
reused for different customers. As a further sifigation,
static ARP entries are added on the Virtual Etheforeeach
remote tunnel end (remote VTEP). For each custoraer,
simple centralized database of IP and MAC addre@ss=d
for GRE tunnels) is needed.

VBP Name Space

Root Name Space

IP Routing Daemon
(Quagga)

VSS Bridging Point — VBP
(Open vSwitch)

IP Forwarding Engine — IP FE
(Linux networking)

OF Capable Switch - OFCS
(Open vSwitch)

Physical ports

Pseudo Wiﬁ
Figure 9. An OSHI node that hosts a bridging poinef&/SS

1) Considerations on alternative design choices

Considering that a single instance of Open vSwitah ¢
support several independent switches, a simplegriegould
consists in implementing the ACEs shown in Figur&s3
separate switches within the same Open vSwitclest that
runs the OFCS. For N customers, this solution waogle one
OVS instance instead of N and only the root network
namespace instead of N additional namespaces, ingdtie
memory requirements versus the number of custonférs.
drawback of this solution is that handling the GR&nels of
all customers in the same network namespace reqtlie
management of disjoint IP numbering spaces forttimael
endpoints of different customers. There is alsoeaosd
reason why we preferred to implement the more cempl
design with the separate namespaces shown in Fgjuhe
this case, the ACE can be turned in a “Virtual Rdutsr
including an instance of a routing daemon (Quagdgaits
network namespace. Such virtual router is the basic
component of Layer 3 VPN services that could complet
the Layer 2 PW and VSS services realized so fath \tfie
choice of the more complex design we tradeoff diktha
with simplification of the service management arakier

Proper OpenFlow rules needs to be setup in the OHevelopment of new services.

Capable Switch to ensure the transit of packetsth®rmaccess
port (i1) these rules are provided by the LME & time of
the ACE creation, while in the i4 and e2 cases Hreypushed
by the OpenFlow Controller during the PW establishine

As discussed above, an instance of ACE in the PE i=d
used to handle all the PWs of a single customerransl in a
private network namespace. In addition we had tdigore a
private folders tree for each ACE instance, as itdeded to
guarantee proper interworking of difference inseanof OVS
in the same PE node.

Coming to the implementation of the VSS, the interna
design of an OSHI node that hosts a VSS BridgingtPo
(VBP) is shown in Figure 9. The design is quite &amio the
one analyzed before for the PW encapsulation. A \Ii8P
implemented with an OVS instance that does not hoval
ports, but only remote ones. A VPB instance reptssan
bridging point for a single VSS instance and it re@nbe
shared among VSS instances.

Root Name Space

Separate customer switch
within Open vSwitch

IP Routing Daemon
(Quagga)

IP Forwarding Engine — IP FE
(Linux networking)
GRE port

OF Capable Switch - OFCS

(Open vSwitch)

O) >
g

Pseudo Wire

Figure 10. PW implementation design without ACE

A second consideration is that the handling of GRE
tunneling has been recently introduced in Linuxnkeds. The
use of the GRE module provided by Open vSwitch it no
required anymore (it was required when we stattteddesign
of our solution). This can lead to a simpler design
tunneling that does not require the ACE, as showRigpuire
10. Anyway, this solution has the same drawbacksudised
above in terms of management of IP addresses éotutinel
endpoints, because there are not separate netaor&spaces
for the customers, and cannot be easily extendeslipport
Layer 3 services.



F. OSHI: gap analysis, ongoing and future work

different phases that compose an experiment: design

Let us consider the above-described solution for Pw@leployment, control and measurement, as describethe
encapsulation, based on GRE tunneling performedhay t Next subsections. Mantoo mcludes: a web _based callkd
ACE. It has been designed as a replacement of the molOPology3D (Topology and Services Design, Deploy an
efficient Ethernet over MPLS (EoMPLS) encapsulationDirect, Figure 11), a set of scripts to configured acontrol

described in [22], which cannot be realized by toerent
version of Open vSwitch. The GRE tunneling introduee
transport and a processing overhead. The transperhead
is 20 (IP header) + 16 (GRE header) bytes for eaakgd.

emulators or distributed testbeds; a set of scrifus
performance measurements. The overall Mantoo waskfs
represented in Figure 12. Using the Topology3D,uber can
design its experiment in terms of physical topologyd

The processing overhead depends on the implememtatiServices, start the deployment of the topology ami the

architecture. Our solution (shown in Figure 8) wa$ meant
to be highly efficient but only to demonstrate faasibility of
the approach with a working component. We do nah fib
improve the efficiency of the solution, rather waibéve that
native Ethernet over MPLS (EOMPLS) encapsulatioough
be provided by open source switches and we aradmirg
to extend the Open vSwitch and other open sourdelsys to
support EOMPLS.

Assuming that a switch supports EOMPLS, a seconc

important gap to be filled is the lack of suppootr Such
tunneling operations in the OpenFlow protocol. Nibt&t the
lack of encapsulation support in OpenFlow does oy
concern EOMPLS, but also other tunneling solutidike
GRE, VXLAN. The only tunneling solution currently

supported by OpenFlow is the PBB (Provider Backbone

Bridges, also known as “mac-in-mac”), but this solutis not

supported by Open vSwitch. For GRE and VXLAN, using | ce: s

OpenFlow it is possible to control packets alreadyneled
(and specific matches have been introduced in @Ffdr.
VXLAN), but it is not possible to control the encaation
(i.e. pushing the GRE, VXLAN headers) and de-capisuia
(i.e. popping the header) operations. Currentlyerel tools
are needed to manage the GRE or VXLAN tunnel endtpoi
(e.g. using the switch CLIs - Command Line Interfaces
switch specific protocols, like ovsdb-conf for OpeBwitch),

experiments exploiting the provided measuremenistothe
design of Mantoo and of its components is moduhal iacan
be easily extended to support scenarios that gorftethe use
cases of our interest.

Figure 11. The Topology3D (Topology and Services @edDeploy &
Direct) web Graphical User Interface

A. Design Phase

The Topology3D offers a web GUI to design a network
topology and to configure the services for an expent (see
Figure 11). It consists in a JavaScript client andPython

with added complexity in the development, debug angyack-end. A link to a public instance of the Togyl®@D can

operations. Extending OpenFlow protocol with thpatality
to configure the tunneling end-points would be aagr
simplification in the management of SDN based sesii

The OSHI solution is an open starting point to gesand
implement additional “core” functionality and useriented
services. As for the core functionality we are c¢dasng
traffic engineering mechanisms and implemented v fl
assignment heuristic for optimal mapping of PWs hwit
required capacity on the core OSHI links. As foditidnal
services, we are considering Layer 3 VPNs basethe®W
service. Following the same approach used for tI&SV
service, the idea is to deploy virtual router insts within
the OSHI nodes that can exchange routing informatiih
routers in the CE nodes. Finally, we are workingganOpen
Source implementation of Segment Routing [20] on ¢6p
OSHI. These ongoing efforts are reported on the 0O&b
page [6], with links to documentation and sourceeco

V. MANTOO: MANAGEMENT TOOLS FORSDN/NFV
EXPERIMENTS ONMININET AND DISTRIBUTED SDN TESTBEDS

be accessed from [6]. The Topology3D is meant toabe
extensible framework that can support differemidels of
topology and services. A model corresponds to a
technological domain to be emulated and is chanaet® by
the set of allowed node types (e.g. routers, swiclend-
hosts), link types, service relationships and eelaionstraints.
As shown in Figure 12 the Topology3D takes in input
textual description of the model. The model desinipis
used to configure the topology designer page, forea the
constraints when the user is building the topolamnd/or
during the validation of the topology. So far, wavh
provided two models: 1) the OSHI topology domain,
including two types of OSHI nodes (Core Routers, Riev
Edge routers), the Customer Edge routers whichlaoeused
as traffic source/sinks and the SDN controllersa)eneric
layer 2 network with OpenFlow capable switches,-erades
and SDN controllers. Each model is decomposed seteaof
views. A view is a perspective of a model, which focusas
some aspects hiding the unnecessary details. Bon@g, the
OSHI model is decomposed in 5 views: data planetrcb

Mantoo is a set of Open Source tools meant to stippoplane and 3 views for the 3 services (IP VLLs, BseWires

SDN experiments over emulators and distributedbéstst.
Mantoo is able to drive and help the experimentarshe

and Virtual Switches). In the data plane view, ssean
design the physical topology in terms of nodes (OSR and



PE, Controllers, and CEs) and links; in the contfahe view,
users define the association of OSHI nodes wittrobiers;
in the service views users can select the end pahtthe

services.
Models of
I technology

domains
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Figure 12. Mantoo enabled emulation workflow
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Mininet emulation

Topology3D integrates Networkx [24], a pre-existing

Python package for the creation/manipulation of plem
networks, making it also possible to randomly gater data
plane topology with certain given characteristics.

The Topology3D exports the representation of thewsi
(topology and services) in a JSON format, whichopees the
input for the deployment phase, as described hereaf

B. Deployment phase

external, “non-emulated” process. For this purpose
introduce a fictitious node in the root namespaéethe
hosting machine that is connected to the emulatdark
and works as relay between the emulated world afiféi
and the “real” world of the hosting machine. Theails on
the specific Mininet deployment architecture canfduend in
[25]. The Mininet Extensions library is able to auiate all
the aspects of an experiment. This includes thenaatic
configuration of IP addresses and of dynamic rgu{@SPF
daemons) in all nodes, therefore relieving the arpmter
from a significant configuration effort. As for treoftware
design, the library extends Mininet providing neljezts and
API that seamlessly integrate with existing Minioefects.

Testbed Mininet

Deployer Extensions

library library
5 ) [ ocus ) o ) (ocus ) c.a.
[ Ly J Ll |= == [ i J Sk j "TEF

P
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|
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Figure 13. Testbed Deployer Figure 14. Mininet Bstens

2) Deployment over distributed SDN testbeds

We implemented and tested a Deployer for the OFELIA
testbed and one for the GOFF testbed. These twbetis
share a similar architecture as they are basedchenOCF
(OFELIA Control Framework) [8]. The two testbeds rage

The deployment phase translates the designed wppolo differently the out-of-band connectivity. Specifiga in the

into the set of commands that instantiate and gandi the
nodes and the services for a given experiment. fJidse can
target different execution environments for the eskpents,
by means of a specific “Deployer”. So far, we taegeone
emulator (Mininet) and two distributed SDN testbetise
OFELIA testbed [8] and the GEANT OpenFlow Facility
GOFF [37]). We are now planning another Deployai thill
allow the deployment and the control of experimesr the
Amazon Web Services.

Technically, the deployment phase is performed lseta
of python scripts (Topology Deployer) that parse I8ON
file with the representation of the views and proeldurther
scripts (mostly shell scripts). The proper exeautdd these
scripts deploys the experiment either over Minioebver a
distributed SDN testbed. The Testbed Deployer Ggeare
13) and the Mininet Extensions (see Figure 14)Rython
libraries that are used by the actual Deployere Wininet
Extensions library is tailored for the Mininet emtdr, while
the Testbed Deployer currently supports the OFE&W the
GOFF testbeds but it can be easily extended tocstipther
testbeds.

1) Mininet Extensions

By default, Mininet only provides the emulation afsis
and switches. We extended Mininet introducing aterced
host, capable of running as a router and managedntdhe

OFELIA testbed there is a management network wiivage
IP addresses, while in the GOFF testbed all théualir
machines use a public IP address. The OFELIA tdstliee
we used is hosted in the CREATE-NET island, compdised
8 OpenFlow capable switches and 3 Virtualizatiorv&es for
the experimental Virtual Machines (VMs). The GOIleBtbed
offers five sites, each one hosting two servers,clvh
respectively run the OF equipment (based on OV8)>en
[38], for hosting VMs. The GOFF testbed supportstiaé
services (IP VLLs, PW and VSS) that we have desdrib
while due to older Linux kernels it does not suppor
namespaces. For this reason, PW (and VSS) servagesot
be deployed on the OFELIA testbed facility.

The Management Scripts automate and facilitateséep,
configuration and the deployment of an experimdrtey
relieve the experimenter from tedious and error npro
activities. As shown in Figure 12, the OFELIA/GOFF
Deployer Scripts automatically produce the configion files
that are given in input to the Management Scripis f
emulating a given topology, composed of access cord
OSHI nodes (OSHI-PE and OSHI-CR) and end points (CEs
and SDN controllers). This includes the automatic
configuration of IP addresses and of dynamic ragutin
daemons (OSPF) on all nodes, saving a signifidam for
the node configuration. Each node (CR, PE or CE) igpaa
into a different VM running in a Virtualization Sar of a

Quagga and OSPFD daemons on it. Then we have addgien testbed (OFELIA or GOFF). Two mechanisms ban

Open vSwitch to it, as needed to realize the OSeétlen
Another enhancement to the default Mininet setypedds on
our requirement to reach the emulated nodes via f&8h an

used to map an emulated node on a VM: 1) a resdilece
(called “topology-to-testbed”) with a list of IP @dwksses of
available VMs can be given to the Deployer, which



automatically choses the VMs for the emulated npded#t is  C. Control phase (running the experiments)

possible to manually assign the target VM (ideedifby its IP In the Mininet based experiments it is possibleopen
address) for an emulated node, either editing gpmgdile or  consoles on the emulated nodes using the web GUheof
graphically using the Topology3D GUI. Topology3D. The consoles show the output generagethe

A management host coordinates the overall procesgsh processes connected to the nodes (deploykd Mininet
usually also executing the Deployer scripts. Theag@ment  emulator). The generated output is conveyed totéhminal
host and the VMs communicate over a managementnietw shell running in the experimenter browser, levarggthe
The configuration files generated by the Deploysemspts are  WebSocket API, where each terminal has a separate
uploaded on a repository reachable by the VMs (@ag. webSocket channel. The same functionality for the

webserver running on the management host). Duritg t experiments over the distributed testbeds is ctlyramder

deployment process these files are downloaded by ¥  development.

belonging to the experiment.
The Management Scripts are logically decomposed ifp- Measurement Phase

Remote Control Scripts, Setup Scripts and Config &rip In order to automate as much as possible the psooks

« The Remote Control Scripts, based on Distributed ISHefUnning the experiments and collecting the perforceadata
(DSH), are used by the management host for diginigu ©Ver dlstrlbut_ed testbeds we have developed ancbbje
and executing remote scripts and commands. Theyiena oriented muljtlthreaded Pythop Ilp(ary called Measuent
root login without password, avoid initial ssh payiand Tools.. The library offers an intuitive API .that @ls the
configure the DSH in the management VM. Once DSHeXPerimenter to “program” his/her tests. Using Itbear_y we
has been properly configured with the IP of the VMsCan remotely (through SSH) run the traffic genema(gper)
belonging to the experiment, it can run commandsaon and gather load |nformat|c_)n _(CPU u_t|I|zat|on) orh mbdes
single machine, on a subset, or on all the deplid. It~ (VMS). As for the load monitoring, taking CPU measuents
is also possible to execute parallel commands spgeg froim within the VMs (e.g. using thep toql) does not provide
the deployment. reliable measurements. The correct information altbe

» The Setup Scripts are used to turn a generic VMigeal resource usage O.f each single VM can be. gatheoed the
by the testbed into an emulated node (CR, PE, CE a/rtuallzatlon environment, for exa_mple in a Xenséd
controller). Their main role is to install and cigpuire the System we rglled on thentop tool, which must be run as root
software modules needed. in 'Fhe hosting Xen server. Therefore, for the OFELI

» The Config Scripts are needed to configure a Smciﬁenwronme_nt we ha_ve developed apython_moduleqthimcts

; ' ; . . CPU load information for each VM of our interesttie Xen

experiment and in particular its topology, setting the server usingentop and it formats it in a JSON text file. The
link (tunnels) among the VMs. Measurement Tools retrieve the JSON file from tlyeh@n

IP forwarding & routing component module with a simple message exchange on a TCP tsocke

Instead, in the GOFF environment the measuremdat ata

provided through a Zabbix interface [3%} order to retrieve

the needed information we have realized a pythomuieo

able to gather the data from the Zabbix API.

Virtual ports

OF Capable Switch - OFCS
(Open vSwitch)

VXLAN tunnel “ports”

Ethernet

over UDP iperf -c
eth1.199 port i Physical interface with “testbed’ iperf -s S
IP address (e.g. 192.168.1.x) g @ @
Figure 15. Implementing VXLAN tunnels using Open v@&wi(OVS) IPERFC IPERFS POLLER VMi VM2 VM3

In order to replicate an experimental topology ating the
network links among CRs, PEs and CEs an overlay of
Ethernet over UDP tunnels is created among the IMsur
first design the tunnels were built using the useace

-
-
getVMInfo(VM3) .

OpenVPN tool (with no encryption). The performangas REMOTE PC XEN1
poor, as performing encapsulation in user spacerg CPU  Figure 16. Measurement Tools in action
intensive. Therefore we considered a second degignoach The Measurement Tools provide a general framewak t

based on VXLAN tunnels [29] provided by Open vSWItC o he easily adapted to different needs. Curreméiyhave
OVS implements VXLAN tunnels in kemel space [28], geveloped tools able to generate UDP traffic andydther
dramatically improving performance with respect tocpy |oad information from the virtualization enviroant.
OpenVPN. The design of the VXLAN tunneling solutifot  ap experimenter can easily extend this frameworkruo

OSHI over a distributed testbed is reported in Feglb. We  pig/her tests and collect the measures of interest.
only use VXLAN as a point-to-point tunneling mechsm

(the VXLAN VNI identifies a single link between twwodes) VI. PERFORMANCEEVALUATION ASPECTS
and we do not need underlying IP multicast suprip the In this section we analyze some performance aspcts
full VXLAN model. The OF Capable OVS is also able 10 e osH| solution and experimental platform, desing the

perform encapsulation and de-cap:_sulation o_f VXLANNrels.  ociits of some experiments. The first three erpents
Each tunnel corresponds to a port in the switch



(sections VI.A, VI.B, VI.C) relied on our first pratype using
the VLAN tag based mechanism for the SBPs described
section IV.C and were performed over an Ofeliabedt We
used the iperf tool as traffic source/sink in the iG&ters and
generate UDP packet flows from 500 to 2500 packet/sll

the experiments UDP datagram size was 1000 bytes. W

preliminarily assessed that packet size has nétgigmpact
on processing load. Using UDP packets ranging ffd0
bytes to 1400 bytes, performance has been onlyenéled by
the packet rate. We evaluate the CPU load in theoRters

with our xentop based Measurement Tools. We execute

periodic polling and gather the CPU load of the rtameid

VMs. In each run we collect 20 CPU load samples with

polling interval in the order of two seconds: thestf 10
samples are discarded and the last 10 are avetagget a
single CPU load value. Then we evaluate the meanttand
95% confidence intervals (reported in the figuresgr 20
such runs.

The other experiments (sections VI.D, VI.E) relmd the

second prototype using the MPLS tag based mechanish?

presented in section IV.D and were performed over t
GEANT OpenFlow testbed.

A. Best Effort IP performance in OSHI

We consider the design in Figure 2 and compare th
forwarding performance of IP Best Effort packetsOsHI
(where each packet crosses the Open vSwitch twestim
marked as “OSHI IP” in Figure 17) with plain IP fearding
(the Open vSwitch is removed and the OSHI nodefaxtes
are directly connected to IP forwarding engine, kedras
“ROUTER IP"). In the next section, we refer to théesario

as “VLAN”, as no tunneling mechanism is used. This
the

experiment is not automatically deployed using
Topology3D and Deployer, and we setup a limitecoltogy
with two CE nodes and two OSHI nodes. In the expemnim
results (see [25] for details) we can appreciatePd) load
penalty for OSHI IP forwarding with respect to ROUR P
forwarding ranging from 11% to 19% at differentest The

over distributed SDN testbeds. We deployed the ltmpyo
represented in Figure 19 over the physical testbpdlogy in
Figure 18 (3 OF switches and 3 virtualization sesye

1l

83—

Figure 18. Physical network in the Figure 19. Overlay network for
CREATE-NET Ofelia island the experiment on Ofelia

Figure 20 compares the CPU load for OSHI IP forwagdn

the OpenVPN, VXLAN and plain VLAN (no tunneling)
scenarios. It can be appreciated that VXLAN tumtehdds a
reasonably low processing overhead, while OpenVPN
tunneling would dramatically reduce the forwarding
pability of an OSHI node in the testbeds. Theoitbigcal
CPU saturation rate for OpenVPN tunneling is indhger of
3500 p/s, which is 4 times lower than in the pMIirAN case.
The theoretical CPU saturation rate for VXLAN tuninglis
only [B% lower than the plain VLAN case, showing that

¥XLAN is an efficient mechanism to deploy overlay
topologies.
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Figure 20. CPU Load for different tunneling mecharss
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theoretical CPU saturation rate for plain ROUTER IPc_ performance comparison of different forwarding

forwarding is in the order of 14000 p/s. OSHI Irviarding
reduces the theoretical CPU saturation rate to dontetn
the order of 12500 p/s (corresponding to 11% peréorce

penalty).
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Figure 17. Best Effort IP forwarding performance.

B. Performance comparison of tunneling mechanisms

In this experiment we evaluate the processing ®aath
introduced by the tunneling mechanisms (OpenVPN an
VXLAN) used to deploy the overlay experimental thggpes

approaches over the distributed SDN testbed

In this experiment we evaluate the processing tfatifferent
forwarding approaches over the distributed SDN bexd
considering the topology shown in Figure 19. Fa @SHI
solution, we consider IP forwarding (OSHI IP) an8FS
forwarding (OSHI VLL). Then we consider plain IP
forwarding as a reference (ROUTER IP).

We executed the performance tests of OSHI IP, O@HlI
and ROUTER IP using the VXLAN tunneling solution.
Figure 21 provides reports the experiment res@lssshown
in Figure 15, in this case the plain IP forward{iiROUTER
IP) has to go through Open vSwitch which handles th
VXLAN tunneling in any case, therefore as expedtdtas no
advantage with respect to OSHI IP. The OSHI VLLusoh

is the least CPU intensive and its theoretical CBturation
rate is in the order of 13000 p/s. The CPU perforean
penalty of OSHI IP forwarding w.r.t. OSHI VLL isde than
éO%, and its theoretical CPU saturation rate ihéndrder of
2000 p/s.
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Figure 21. CPU load with VXLAN tunneling.

D. Performance eval uation of encapsulation for PW service
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Figure 24. CPU load for different OSHI services.

In this experiment we evaluate the performance Ipena E. Performance analysis of OVSinternal mechanisms.

introduced by the encapsulation mechanism impleeaefur

In this section, we shortly report about two expenmts

the PW service (section IV.E). We have performets th that concern the evaluation of OVS internal mecrasi

experiment over the GOFF testbed (physical topoligy
represented in Figure 22) using the overlay topokigpwn in
Figure 23. As usual, the iperf tool is used asfirafource/
sink in the CE routers and generates UDP packetsfléWe

evaluate the CPU load in the OSHI-PE5, with a péciod

polling approach. Each sample is provided by Zalehigry
minute, and it is the average calculated in thisodewith 1-
second-interval samples. For each load level (gacke) we
executed a single run of 7 minutes and collect 7 Gddd
values, the first 2 are discarded and the lasetageraged to

get a single CPU mean load value. Then we evaldsae t

relative standard deviation (RSD) to ascertain #halility of
the results. The RSD is always smaller that 5%liruaks.

i

OSHI-CR1 &, 0sHi-crs

OSHI-PES & $ OSHI-PE2

1IN /1N

CE6 CE7 CE8 CE9 CE10 CEM1
Figure 23. Overlay network for the
experiment on GOFF

Figure 22. GOFF Physical
network

In the PE nodes, the implementation of the IP Velvice
is based on the design shown in Figure 2, while RN
service considers the architecture described inrEi@. We
want to estimate the overhead introduced by the AGdE by
the operations of the GRE tunnel. We generate UDiRegta

flows with a rate ranging from 2000 to 18000 paftket

(datagram size is 1000 byte as usual). The coreldgp is
represented in Figure 23. We have 3 CEs connectedeto
PEs acting as traffic sources/sinks. This was nbdeeause
we can generate at most 6000 packet/s in a sirig)d&eping
the CPU load of the CE VMs under a safety threshold.

In the experiment results (see Figure 24) we can

appreciate a CPU load penalty for OSHI PW forwardiiriigp
respect to OSHI VLL forwarding in the order of 1524%.
Apparently, the CPU load penalty is decreasing iatixe
terms at higher CPU load. These results shows ttental
improvements that could be achieved by nativelypsujng
EoMPLS tunneling in the switches instead of usihg t
developed ACE and the GRE encapsulation.

These experiments do not directly concern OSHI, thay

support the choice of OVS as the software basechBlpe

capable switch integrated in OSHI node and show

effectiveness of the proposed Mantoo platform Far $etup,
deployment and control of the experiments and dilection

of performance results. For space reasons, thdedktasults
have not been included and can be found in [40].

The first experiment investigates the impact ofkbmel flow
cache implemented in OVS. In the OVS architecttive first

packet of a flow arriving at a node is forwarded ades-

switchd, running as a Linux user space process:-s@itshd

processes the packet, forwards it (if a matching Bxists)
and finally it installs a “kernel flow”. The kerndlows act
like a cache: if another packet, belonging to tame flow,

arrives in a short time, it will be forwarded usitige kernel
flow cache, otherwise it will be forwarded in uspace. OVS
performance is optimal as long as the packets aweafded
using the kernel flow cache. In our experiment e torce
the packets of a set of flows to be handled byk#rael cache
or in user space. For the same traffic pattern veasured
40% CPU utilization for kernel cache processing &4&6

utilization for user space processing. For the OSélution,

we gather the design insight that the number di@$BPs
should remain within the limit of the kernel flowhle. With

the hardware used in our experiment (and the defattivare
configuration of OVS), the size of the kernel fltable was
10000 entries. Table 1 allows to evaluate how méllys or

PWs can be switched in PEs and CRs without recutong
user plane processing (with the exception of tre fiacket of

each flow).

Table 1 Required kernel flow table entries for Vidrsd PWs

PE CR
Unidirectional VLL 2 1
Bidirectional VLL 4 2
Unidirectional PW 3 1
Bidirectional PW 6 2

For example, an incoming PW in a PE requires 3iestr
one from physical port to ACE, one to cross the /€D one
from the ACE port to the outgoing physical port.

In the second experiment we evaluate how the nummber
active flows in the flow tables influences the fanding
performance of OVS. In particular we analyze twersgios:

the



kernel cache enabled and disabled. The comfortsglt is
that increasing the number of active flows in thblés does
not influence the forwarding performance in botkses This
is obviously valid as long as the active flows kess than the
size of the tables. The results is a prove of tffcient
implementation of flow lookup mechanisms both ia Kernel
cache and in the user space tables, at least éortréific
patterns that we have used in our experiments.

VII. CONCLUSIONS

task. Mantoo is a suite of supporting tools for erkpents
with OSHI based services. It includes an extensigb GUI
framework for designing and validating a topologglled
Topology3D. The topology is automatically deploymer the
chosen emulation platform. Execution and Measurétoers
simplify running the experiments and collectingfpenance
measurements.

So far, we presented the OSHI architecture mostlara
experimenter tool: it easily configures VMs as hghiP/SDN
nodes and performs experiments at relatively lasgales

In this paper we presented a novel architecture andsing Mininet emulator or resources over distridutestbeds.

implementation of a hybrid IP/SDN (OSHI) node. Dieyped
according to an Open Source model, OSHI
researchers to investigate novel applications éndmerging
hybrid IP/SDN carrier networks scenario.
performance tests executed both in single-host &tongl
(Mininet) and in distributed SDN testbeds demortstithat
OSHl is suitable for large-scale experimentatiatirsgs.

The OSHI hybrid node design is based on the cortibma
of an OpenFlow capable switch, Open vSwitch, andhef
Quagga routing daemon (using OSPF), running onX.iD&
and using plain Linux networking for IP forwardinQSPF
routing is used to establish the basic connectigtyong
nodes and between nodes and SDN controller (ther¢fe

solution does not need any “out-of-band” connedion

between the nodes and the SDN controller). The pitiae
supports the coexistence of best effort IP forwagdind SDN
based forwarding over the so-called “SDN Based Paths
SBPs. The preferred solution for implementing SBRssiag
MPLS labels. The traditional distributed MPLS cohtplane
is not needed anymore, as all MPLS circuits (L&beitched
Paths, now termed SBP) are established by meahg &N
controller.

As a first service, we implemented layer 2 Pseudm$V
(PW): customer Ethernet frames are encapsulatecamigdd
within SBPs over MPLS. The practical design of thesvice
required the use of GRE tunnels terminated in Pexliedge

nodes, because Open vSwitch cannot directly entzpsu

Ethernet over MPLS flows: customer Ethernet fraraes
encapsulated in GRE tunnels and then MPLS is puishtt:
GRE packets. On top of the layer 2 PW service we Hoait
a layer 2 Virtual Switch Service (VSS), closely eetbling
the layer 2 VPLS solution over MPLS. To offer tBisrvice,
the so called VSS bridging points (see Figure 8)daployed
within OSHI nodes and interconnected with L2 PseWfres
to customer ports and among each other. The imaemion
topology is optimized using a heuristic approache Wote
that our implementation of the VSS closely resemale
Network Function Virtualization (NFV) solution. lact, we
are able to redirect traffic towards arbitrary r@déthe OSHI

network using PWs, and we are able to dynamicallyi3]

instantiate a network function (layer 2 switchimgaur case)
to process the redirected traffic. Using the SDiNrapch, all

complex control plane functions that take decisidesy.

optimal tree evaluation) and enforce that decisides.

creation of PWs) are executed outside the OSHI orétw
nodes.

The planning and execution of relatively large ecal

experiments on SDN technology or services is a ¢texnp

On the other hand, we the recently started workiitlg OSHI

enablearchitecture on white box switches [4], in partarulising the

P-3922 10Gbe switch from Pica8. This work goes ith®e

Results ofdirection of implementing OSHI in devices that qaarform

switching and routing at line speed over productietworks.
Details on these white boxes experiment scenaridsesults
are available at [6].
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